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ABSTRACT

Flash LADAR systems are becoming increasingly popular for obotics applications. However, they generally
provide a low-resolution range image because of the limitedumber of pixels available on the focal plane array.

In this paper, the application of image super-resolution agorithms to improve the resolution of range data is

examined. Super-resolution algorithms are compared for thir use on range data and the frequency-domain
method is selected. Four low-resolution range images whichre slightly shifted and rotated from the reference

image are registered using Fourier transform properties ath the super-resolution image is built using non-uniform

interpolation. Image super-resolution algorithms are typically rated subjectively based on the perceived visual
quality of their results. In this work, quantitative method s for evaluating the performance of these algorithms
on range data are developed. Edge detection in the range datia used as a benchmark of the data improvement
provided by super-resolution. The results show that superresolution of range data provides the same advantage
as image super-resolution, namely increased image delity

1. INTRODUCTION

Flash LADAR, or Laser Detection and Ranging, systems provice range measurements using a focal plane array
(FPA) detector. The ash LADAR camera emits light in the infr ared range and collects it after it is re ected
on the scene. By calculating the phase shift between the origal and returned signals, distances in the scene
are determined. Because of the limited number of pixels avédble on an FPA (currently about 256x256 is the
maximum in the laboratory), ash LADARs are unable to achiev e the pixel density of laser scanners. In order
to leverage the advantages of Flash LADAR, which are small gie and low cost, it would be useful to have a
means of improving the spatial range resolution by increasig the pixel density of the range data.

Image super-resolution is a technique for increasing the smlution of an image by taking multiple slightly
shifted shots of the same scene. The rst image is consideretie reference image and the additional information
in the subsequent images is combined with the original to crate a super-resolved image.

Image super-resolution consists of three major steps: regfration, reconstruction, and restoration. In the
registration phase, the shifts and rotations between each fothe low-resolution images and the reference image
are estimated. Using this information, the super-resoluton image is built in the reconstruction phase using
interpolation. After the super-resolution image is creatd, it is restored using a ltering process that considers
the noise of the system. A more thorough overview of image sugr-resolution is available in?

In this work the use of image super-resolution algorithms toincrease the spatial resolution of range data
is proposed. Several of the image super-resolution algohins do not use information speci ¢ to image signals,
therefore their application to other signals seems plausile.
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2. SUPER RESOLUTION ALGORITHMS
2.1 Overview

There are a multitude of algorithms for image super-resoluion. Algorithms that do not make use of characteristics
speci ¢ to intensity image signals are of interest for this gplication. A variety of registration algorithms and
their application to range data are examined.

Two registration algorithms were considered for use in thiswork. The frequency domain method is presented
in® and makes use of the properties of the Fourier transform to rgister the images. Motion is assumed to take
place in a plane parallel to the image plane. Because motion ay consist of both rotations and translations, the
rotation needs to be estimated and corrected before transtions can be calculated.

A summary of the registration algorithm on the k™ image is as follows:
1. Choose the rst image as the reference image.
2. Estimate the rotation parameter | by nding the maximum correlation among the rotated k" image and
the reference image.
3. Rotate the image by .
4. Fit a plane to the phase dierence between the reference imge and thek™ image using the lowest 5% of
frequency values.
5. Estimate txx and tyy as the slope of this plane.

The gradient-based approach developed thand® was also considered. Withg; being the reference image,
this algorithm models the shift and rotation parameters of the k™ low resolution image using the equation:

k(x;y) = gu(xcos(k) ysin( k) + txk;ycos(k)+ xsin( g) + tyk)

A linear approximation to this equation using the Taylor series expansion can be solved fotxy, tyx, and
k to minimize the least-squared error. The only gradient to canpute is of the reference image, making the
computation fast. The remaining computations are pixel di erences.

Because the linear system is developed using the Taylor ses approximation, this method is only e ective
when shifts are small. To allow for larger shifts, an iterative version of this algorithm is employed. This method
is presented in?

Reconstruction will be performed using the non-uniform culic interpolation method presented in® ; recon-
struction algorithms are not compared.

System noise was not considered, so no restoration is done ¢ime results.

2.2 Algorithm Selection

In order to select a registration algorithm, the tolerance d each to translation and rotation was examined. A
set of range images was shifted and rotated synthetically byncreasing amounts and the registration estimates
were compared. Four range images were selected at random fase in this test and the absolute errors in the
registration parameters were averaged. The images were dtdd from 0 to 5 pixels and rotated from 0 to 21
degrees.

The absolute errors in the registration estimates are shownn Figure 1.

From these plots, the two algorithms can be compared when sfis and rotations are increased. In the
horizontal shifts, they are comparable up to about 2 pixels,when the frequency domain error begins to diverge.
This behavior is seen in vertical shifts as well, occurring & about 2.5 pixels. In estimating rotations, the
algorithms are comparable up to about 6 degrees, when the itative-gradient error diverges.

The frequency domain method was selected for use in this workecause of its higher accuracy at estimating
rotations. Because both methods are similar with shifts uner 3 pixels, the frequency domain method can be
used provided the shifts are kept under 3 pixels in the expement.
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3. PERFORMANCE METRICS

In the literature on image super-resolution, algorithms are typically judged in one of two ways. One is a subjective
evaluation: targets are selected that cause aliasing in théow-resolution images and the super-resolution process
is evaluated based on a visual inspection of the aliasing inhie super-resolved images. The second metric, and
the only quantitative means for judging performance, has ben to shift and resize images synthetically in order
to have ground truth parameters and targets.

Because of the di culty in judging visually the delity of ra nge images, and the limited proof provided by
synthetic experiments, a method for evaluating the perfornance of the super-resolution process was developed.
The goal was to show not only that super-resolution providesan improvement over the original range images,
but that it is also better than other magni cation methods th at do not use multiple images.

One means of judging the success of super-resolution on ramglata is to run edge-detection algorithms on
the resulting images® If super-resolution is e ective, additional meaningful edges should be detected in the
super-resolved image.

The Canny edge detectof was used with the same threshold on the images to be comparedrhe Canny
edge detector can detect jump edges in the range data, but cese edges will go undetected. This was acceptable
because our targets only contain jump edges.

In order to show that super-resolution is useful, it must alo be shown that it is more e ective than general
signal interpolation. Therefore each performance metric Wl compare images magni ed using: pixel replication
(upsampling) of the reference image, bicubic interpolatio of the reference image, and super-resolution of the
reference image and 3 translated and rotated images.

4. EXPERIMENTS

Several experiments were performed to judge the e ectivenss of super-resolution of range data. In all cases, four
low-resolution images were taken and then registered and o®nstructed using the frequency-domain method. A
magni cation factor of 2 was used in all cases.

The low resolution images were shifted through the natural tand jitter provided by holding the ash LADAR
camera. There may be some minor three-dimensional translan and rotation from holding the camera, but this
is not accounted for in registration or reconstruction.

Specular surfaces can cause problems in LADAR because theghi re ectivity of the surface sends back a
large amount of light which saturates the FPA. All targets used are metallic, so some specular e ects will be
seen.

4.1 Initial Test - Metal Grid

An initial experiment was set up to determine if super-resoltion was e ective. A highly detailed target was
selected for imaging in this experiment because it would likly cause problems when viewed at a low resolution.
A metal grid with 2cm diameter holes was imaged at a su cient distance (1.25m) to cause problems recognizing
the holes at the camera's resolution.

The target can be seen in Figure 2. Four low-resolution rangémages were used to create a super-resolved
image. Canny edge detection was performed on the super-rdsed image and the low-resolution reference image
at the same threshold.

4.2 Quantitative Experiments

Several high-precision targets were available in the NIST Bilding and Fire Research Laboratory's 3D Imaging
Facility. ® These targets allowed us to develop a quantitative metric fo judging the performance of super-
resolution of Flash LADAR range data.

The rst target used in this experiment was a circle with 12 adjustable-width, evenly-spaced, pie-shaped radial
slots (seen in Figure 3). The target was imaged at native redation and Canny edge detection was performed.
Four of these low-resolution images were super-resolved touble the initial resolution and Canny edge detection



Figure 2. Metal Grid Target

@ (b)
Figure 3. Circle & Stair Targets

was performed. The most central point on the triangular slots where the edge detection algorithm di erentiates
the two sides is considered a benchmark for the maximum freqgncy component in the range image and for the
e ectiveness of super-resolution.

The second target is a metallic staircase with steps of decesing height and depth (Figure 3). The Canny
edge detector is run on the images and the steps on the stairsa show up as edges. Because the steps decrease
in height,width, and depth as they go down, the lowest step that is recognized as an edge is a benchmark for the
highest frequency component that can be recognized by the syem and for the performance of super-resolution.

5. RESULTS
5.1 Grid Target

The results of super resolution on the metallic grid target @n be seen in gure 4. Figure 4(a) shows the edges
detected at the camera's native resolution. Figure 4(d) shas the edges detected in the super-resolution image.

Two baselines are used: interpolation and upsampling. The loubic interpolated image is seen in Figure 4(b).
As seen in the gure, the bicubic interpolation process doesot reconstruct the range data accurately enough
to produce meaningful edge information at the given threshéd. Similar results are seen for interpolation in the
remaining experiments, therefore the interpolated resuls are omitted. In Figure 4(c), the image is upsampled
by pixel replication at a factor of 2. The edges detected in tlis image are more noisy compared with those of
the super-resolved image.

There are several locations that show improved range data &ér the super-resolution process. These regions
include holes that are only detected in the super-resolvedmage and holes that are re ned over their original
detection in the low-resolution image. This is particularly noticeable along the middle column of the grid where
the specularity occludes many of the holes in the low resolibn range image. After super-resolution, two holes
and a small portion of a third become visible.
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5.2 Circle Target
5.2.1 Edge Plots

The results of the next experiment are seen in Figure 5. Firstthe range image at the camera's resolution is
shown. This image is upsampled by pixel replication in Figue 5(b) and compared to the super-resolved image
(Figure 5(c)).

The pixel replicated result misses 2 slots entirely and doest reach the bottom of several slots.

In this case there are several slots that are improved in the per-resolved image. Hereafter, the slots will be
referred to by a number 1 through 12 corresponding to their pgition on a clock. Two slots (1 and 8) are missed
in the original resolution and these are both picked up in thesuper-resolved image. Slots 5, 6, 7, 9, 10, and 12
reach farther into the center after super-resolution.

The experiment was run on a second data set and the results argeen in Figure 6. These plots show similar
results with several slots extending farther toward the cetter in the super-resolved case. However, improvements
are also seen along existing slots. In the upsampled casepts 1,7, 9, 10 and 12 have edge pixels that deviate
from the slot and in several cases the edge pixels for the sl@tre not contiguous. The e ect of super-resolution,
elimination of these errors, can be seen by examining the sagnslots in the super-resolution result.

5.2.2 Pixel Counts

In order to quantify the results, the edge pixels for each slo were counted and normalized to the factor of
magni cation. This allows us to compare how many accurate ede pixels are detected in each magni cation
method. The end of the slot is de ned as the lowest local mininum distance between two edges. This was
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SlotNo: | Original | Upsampled | Super Resolved

1 144 0 120
2 104 97 92

3 102 115 116
4 100 94 98

5 138 128 130
6 180 96 123
7 104 121 138
8 104 0 99

9 112 106 115
10 108 95 100
11 142 137 124
12 164 135 157

Figure 7. Number of Pixels Detected as Edges on Each Slot - Circle #1
SlotNo: | Original | Upsampled | Super Resolved

1 78 100 98
2 58 68 71
3 72 76 79
7 94 106 103
8 62 65 71
9 76 48 76
10 58 67 67
11 82 48 93
12 0 57 117

Figure 8. Number of Pixels Detected as Edges on Each Slot - Circle #2

particularly important in the low resolution images which contained several slots with joining edges. These
edges are shown in bold in the tables.

The pixel counts for the rst circle data set are in Figure 7. The super-resolution edges contain more pixels
than the upsampled case in 10 out of the 12 slots. On 8 of the d®, the low resolution set has more edge pixels,
however 3 of the 8 are joined together close to the center of #hcircle. The inaccuracies seen at low resolution
will only be ampli ed by duplicating the edge pixels to obtai n a higher resolution image.

The pixel counts for the second circle data set are in Figure 8 Three of the slots are not considered in this
experiment because of specularity e ects. The super-rese¢d slots contain more edge pixels than the upsampled
slots in 6 out of 9 cases. In one slot, they both contain the sam number of pixels, and in the remaining two
slots the upsampled case has only 2 or 3 additional pixels. T super-resolved case has more pixels than the
normalized original resolution in 8 out of 9 slots, and in the 9th slot they have the same number of pixels.

5.3 Stair Target

The results of the stair target data set can be seen in Figure 9By comparing the location of stairs recognized
as edges in the gures, the performance of super-resolutionompared to upsampling can be judged. There is a
gap in the staircase in which several steps are not recognideas edges, which is due to the specularity e ect of
imaging the shiny surface.

Comparing the group of edges above the gap on the staircaseoticeable di erences are seen. The upsampled
result detects 7 steps in this region, while the super-resation result detects 9 steps. The specularity gap occurs
and then both the super-resolution and upsampled results dect a stair at the same location. Going down the
staircase, super-resolution detects 2 steps that are misden the upsampled result. In the super-resolution result,
the edges are more discernible from the noise that obscuresamy of the steps at the bottom of the upsampled
result. The steps in the super-resolved result are straighgr than the upsampled result in this high-frequency
region.



Ediges found through Super Resolution
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Figure 9. Stair Images

6. FUTURE WORK

This work consisted of a direct application of image procesag super-resolution algorithms to range data. The re-
sults are promising enough to indicate that work into super+esolution of range data would achieve improvements.
However, more sophisticated algorithms need to be construed.

Restoration algorithms such as Wiener Itering could be apdied to the range data after it is reconstructed to
reduce noise. Additional modeling of the camera and noise prcesses would allow lters to be designed that could
improve the super-resolution results further. It would be useful to see how much improvement these methods
could achieve.

Although not addressed at all in this paper, additional work can be done toward developing a real-time
super-resolution method for use in robotics. More knowledg of the scene and imaging system, including motion
of the robot, will need to be incorporated into an algorithm speci cally tailored to range data to accomplish this.
Precise knowledge of the robot motion during imaging would educe the need for lengthy registration.

7. CONCLUSIONS

Image-domain super-resolution algorithms were successfy applied to range data obtained in a Flash LADAR
system.

Image-processing algorithms were examined to determine #ir e ectiveness in producing super-resolved im-
ages. Two algorithms were considered for use on range data.sthg real range images, the registration accuracy
was determined by synthetically shifting and rotating the image. The frequency-domain method was selected,
with the constraint of less than a 3 pixel shift. Based on thisevaluation of shift tolerance, it was clear that when
shifts are large, Flash LADAR range data cannot be registerd in the exact same way as images. This is an area
for future work.

Three targets were imaged using the ash LADAR camera and edg detection in the range data was used as
a benchmark for improvement of the data. A metal grid with small holes was imaged and then super-resolved.
After super-resolution of the range data, additional holeswere recognized and other holes were detected more
accurately. A circle with adjustable-width slots was imaged and the range images were put through the super-
resolution algorithm. The point on the slot closest to the center of the circle that is recognized as two distinct
edges is considered a benchmark for comparing super-resttin with the original data. After super-resolution,
smaller widths on the slots are recognized, and more pixelsverall are recognized as edges.

In all three experiments, the super-resolution results wee compared to interpolated and upsampled range
images of the same data. In all cases, super-resolution outpformed these baselines. From the results of the
metal grid target, it is concluded that super-resolution of range data does improve the accuracy of edge detection.



It allows additional objects to be detected as edges, and imfoves the edge detection of objects detected at lower
resolutions. From the results of the circular target, it is concluded that super-resolution of range data allows

smaller gaps to be detected in range images. This will allow wre detailed objects to be recognized in the range
domain. From the results of the stair target, it is concluded that super-resolution of range data allows higher

frequency targets to be detected.

While super-resolution of range data did in fact provide a maningful increase in resolution, in all cases the
shifting in the low-resolution images had to be limited to less than 3 pixels. Future work can be done to develop
an algorithm that does not have this limitation.

The results give promise for future work in super-resolution of range data. Because the work in this paper
consisted of a direct application of image-processing algithms, we anticipate that additional improvements can
be achieved by developing range-speci ¢ methods.
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